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Abstract
With the advance of DevOps paradigm and improvements in cloud technologies,
migrating to cloud has become an inevitable move for companies at any scale
from any industry. Market share reports indicate that AWS is winning the cloud war
ahead of its biggest competitors Microsoft and Google as of 2020. Assuming that
you choose the most popular vendor for your cloud operations, your task is to
decide what’s the most suitable compute platform for the needs of your
organization.
AWS provides various different options for compute services such as Amazon EC2,
Amazon ECS, AWS Fargate, and AWS Lambda. All of these options represent
different paradigms and different strong points according to different use cases.
In this whitepaper, we’ll compare the compute platforms from different
perspectives such as operability, cost optimization, technology enablement and
more.

The Guide to AWS Computing 2020:
Navigating Between Containers and Serverless
Amazon is leading in the great Cloud War, and this is not just theory or blatant skepticism.
With the migration to the cloud being the recent status quo in the software industry, tech
giants such as Amazon, Microsoft, and Google are all vying for top place. At the moment
though, AWS seems to be winning the battle for cloud computing by consolidating the
largest market share.

Figure 1: Market shares in cloud computing market
However, choosing a vendor to move into the cloud with is just half the battle. The other
half involves deciding which service best fits your specific application. Your choices range all
the way from Infrastructure-as-a-Service (IaaS) to Functions-as-a-Service (FaaS), with all
the different paradigms in between offering different levels of abstraction. Ultimately, it
comes down to whether you want to go down the route of serverless applications or make
use of containers, or even implement a hybrid architecture.
Currently, AWS offers computing services in form of IaaS with its famous EC2 container
service, FaaS in the form of its serverless Lambda functions, and CaaS with its newly
released Fargate product. The pros and cons of these various products can be found
scattered in several blogs and forums, but they do not directly answer which service you
should use specific to your application. Hence the purpose of this whitepaper to help
navigate the decision-making process of getting started in the cloud.
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Choosing among these various services involves two main measures which ultimately
dictate the viability of your application in the cloud. These include the operational burden
of running in the cloud and the cost, where one is usually sacrificed for the other. Hence
choosing the right service means balancing the two measures to achieve the optimal
experience, and this balancing act is performed according to the cloud paradigm you
choose.

Catching up on the Basics
WHAT ARE CONTAINERS?

Docker’s official website provides the following short and elegant definition: “A container is
a standard unit of software that packages up code and all its dependencies so the
application runs quickly and reliably from one computing environment to another.” In other
words, by using containers, developers can be sure that their applications can be run on
any cloud platform or on-premises server. In some ways, containers are similar to VMs; both
isolate resources. However, virtual machines emulate physical devices while containers
create abstractions of application layers.
WHAT IS SERVERLESS COMPUTING?

In serverless computing, the whole application or part of an application is split into
multiple functions, each of which is triggered in response to an event such as an HTTP
request, a new message’s arrival in the message queue, or the saving or modification of a
new object in storage. It is possible to run these functions at a particular time or
periodically, a feature that is helpful for cron jobs.
For this system to work, developers simply need to write function code, package it together
with its dependencies into a zip file, and send that zip file to the serverless endpoint. The
provider takes care of provisioning and scaling.
One of the key features of serverless is the “pay as you go” model, where companies pay
only for the actual execution time of their functions. Today, AWS Lambda is the most
popular of the serverless providers.
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DO CONTAINERS & SERVERLESS HAVE ANYTHING IN COMMON?

Yes! Both serverless and containers are popular today because they allow developers to
focus on their code rather than on infrastructure. This increases development speed. Both
containers and serverless are perfectly suitable for microservices and component-based
architectures. When using them, deployment and scaling are usually faster and more
cost-effective than it is with classic monolithic architectures, because you are manipulating
small parts of the application instead of dealing with an entire monolithic beast. This also
applies in the total cost of ownership which
Despite these commonalities, each technology has its own advantages, disadvantages,
and use cases.

So What's on AWS’ Compute Menu?
Armed with the basic knowledge of what containers are as compared to serverless
applications, it is now possible to consider what AWS is offering. In terms of compute
services, Amazon EC2, AWS Fargate, and AWS Lambda are the popular choices in the
paradigms of IaaS, CaaS, and FaaS respectively.
If these three services were to be put on a spectrum, where one end of the spectrum was
containers and the opposite end being serverless, AWS Fargate would sit in between both
of them. This is because AWS Fargate is a serverless container and can be defined as a CaaS
service. Therefore, to understand the difference between the main three compute services
provided by AWS, it would be better to juxtapose them against one another as compared
to simply going through the feature sets of these services.
After all, if knowing each services’ capabilities was enough then the limitless
documentation and online material would be enough to enable decision-makers what
cloud service to go with. However, the problem does not lie in the lack of knowledge of
these services but rather how each of them works compared to their counterpart.
AWS CONTAINERS IN THE CLOUD

In 2014, following the success of Kubernetes, AWS launched its own container management
service called ECS, allowing you to manage the orchestration of your EC2 instances. Since
then we have seen an increase in the interest of EC2 containers. So what was the big deal
with ECS and EC2?
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Firstly, ECS is simply a container orchestration service. It allows you to visualize EC2
containers in the form of tasks, where a single task is one or more EC2 instances that
already have Docker installed in them. Each EC2 instance with Docker then communicates
with the AWS backend. Several EC2 instances forming a cluster will run within the ECS’
auto-scaling groups with scaling rules that you define. That means the ECS Container Agent
is continuously polling the ECS API to check which containers need to be stopped or run
according to the task requirements. All this seems quite alluring, but the problem is that
you still have to manage each EC2 instance, and this is where the difficulties begin.
EC2 orchestration, just like any other container orchestration is a daunting task, giving
AWS Lambda the upper hand in this aspect. Even though ECS makes it easier to manage
tasks, you still have to perform management on the container level. You would still have to
manage scaling, monitoring, securing, networking, and other operational issues of the EC2
instances. The management at the container level does not only make using containers an
operational burden, but also vulnerable security-wise and unreliable performance-wise.
For example, even though you may have specified fitting rules for the ECS auto-scaling
groups, automatically increasing or decreasing the tasks as per the needs, the EC2
instances themselves may not have enough memory or CPU provisioned to them.
Additionally, there is no clear metric to scale EC2 clusters and also no proper solution
regarding the scaling when task allotment fails due to lack of EC2 cluster resources. Another
problem also is scaling down EC2 clusters without killing any tasks.
These operational burdens are not only seen with AWS EC2 but across all container services
out there. With all this work, when would you have the actual time to concentrate on your
business logic? This is where AWS introduced Fargate, bringing you to salvation by
abstracting all these container orchestration responsibilities.
AWS Fargate presents Containers as a Services (CaaS) as compared to Infrastructure as a
Service (IaaS) that EC2 is. That means the container has already been set up, including the
networking, security, and most importantly the scaling. These major operational burdens
are abstracted away providing you with the ability to run containers directly on the cloud.
With the service, you simply have to specify the resources for each container instance and
let Fargate work it’s magic under the hood.
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Figure 2: Cloud vendors take over the management towards FaaS
At the end of the day, each Fargate instance comes with its dedicated ENI to allow
communication between inter-task clusters, whereas clusters of the same task are
communicated via localhost. Moreover, the management of these tasks is again done by
ECS. In fact, Fargate is defined as a compute engine of ECS, providing a different way of
managing tasks, and this is the defining characteristic of Fargate linking it to container
services. However, this is only one side of Fargate, there is an entire serverless side too.
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AWS RESOURCES ON DEMAND WITH SERVERLESS

So, AWS Fargate lets you run containers directly in the cloud, but how? Well, this is where
the serverless part of the service comes into play. AWS Fargate can be considered a subset
of AWS’ serverless compute services. That means instead of going to the other extreme end
of the spectrum when it comes to which service you choose, you can now avail the
advantages of serverless without having to leave the flexibility of containers.
Terming Fargate as a serverless compute service also breaks one of the greatest
misconceptions of the idea. Many believe that serverless is associated with Functions as a
Service (FaaS). The misconstrued association is due to the success of AWS Lambda, and
hence AWS Lambda functions becoming synonymous to the concept.
A service can be defined as serverless if it posses the following three features:
� Server management is abstracted to vendor
� Pay-as-you-go model where you only pay for what you use
� Automatically scalable and highly available
Considering the above-mentioned properties, AWS Fargate is truly serverless. This is
because as already stated, with CaaS all underlying architecture till the container level is
abstracted to the vendor. Furthermore, similar to AWS Lambda, Fargate also follows a
pay-as-you-go model.
Considering the above-mentioned properties, AWS Fargate is truly serverless. This is
because as already stated, with CaaS all underlying architecture till the container level is
abstracted to the vendor. Furthermore, similar to AWS Lambda, Fargate also follows a
pay-as-you-go model. The difference though is that with Lambda service, billing is
calculated per invocation whereas, with Fargate, you are charged according to the vCPU
and memory you consume per second. Finally, the distinct and most crucial characteristic
that Fargate possesses, justifying its serverless tag, is the auto-scalability feature. Similar
to AWS Lambda, Fargate is also scalable and highly available, and this is expected since
both services have AWS Firecracker running under the hood.
Officially released at AWS re:Invent 2018, Firecracker is a greatly powerful virtualization
tool that uses a Kernel-based Virtualization Machine (KVM). Designed to be secure and
extremely lightweight, the technology has allowed AWS to enhance the serverless
experience for both its Lambda and Fargate services. According to AWS Chief Evangelist J
eff Bar, Firecracker is "what a virtual machine would look like if it was designed for today's
world of containers and functions."
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Hence, with the support of Firecracker, AWS has brought CaaS into the fold of serverless
computing services. The myth of serverless only meaning FaaS is now rightly being
challenged, ushering in a new era of solutions in the domain. However, this was long
overdue as the limitations of AWS Lambda has been acting as a deterrent for many to
move their architectures towards serverless. This is where Fargate has some benefits over
Lambda services.

Head-to-head Comparisons
With the advent of the cloud, the vision was to provide economic services on demand. This
promise manifested in the rush to migrate to take up cloud vendors seen in the last 5 years.
The question for us to ask now is not whether AWS delivered on these promises but how did
they deliver on the promises and to what degree do the different services we talked about
enabling users. This is not a black and white question, and hence the difficulty in simply
converging to a single answer. Here use this one!....no.
Instead, we need to analyze each different service in different use case scenarios and
interpolate costs and operational burdens accordingly. For example, what does AWS
Lambda offer to smaller companies and teams, and would these benefits scale to larger
teams?
OPERATIONAL COMPARISON

Right of the bat, it can be said that Amazon EC2 requires the most orchestration and
operation as compared to AWS Lambda, where AWS Fargate sits somewhere in the middle.
However, there is a catch. With more abstraction leading to lesser operational burdens, one
has to sacrifice flexibility and endure operational limitations.
For example, with EC2 Instances you have to specify rules, networking security monitoring
and much more. Apart from container orchestration, the major issue also is auto-scaling
with defining scaling rules at a container level being extremely arduous. All this extra
burden in operation does mean however that you are allowed to configure your
environment almost in any way you would like. So you could choose any runtime for
example, not have to worry about timeout limitations and also define granular
auto-scaling rules that best fit your business needs.
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With AWS Lambda, on the other hand, all of that can either be abstracted away or
complemented with tools such as Thundra.io for monitoring. Another benefit is that the
service performs extremely well when it comes to auto-scaling. There are slight drawbacks
in terms of monitoring as AWS Lambda is notorious for its inability to provide substantial
monitoring, but with Thundra.io you can get full observability of your business code to an
extent that even surpasses monitoring in the other two AWS services. So with all these
SaaS tools and ease of operation surrounding AWS Lambda, using the service allows you to
focus primarily on your business logic. However, you have to now deal with the operational
limitations of the service.
AWS Lambda really does restrict the flexibility of operation as compared to EC2 on the
other side of the spectrum. Some of these limitations include a 512MB ephemeral disk
space limitation and 50MB compressed deployment package size, 250MB uncompressed,
and a few others. Hence, even though you no longer have to worry about provisioning your
containers and defining scaling rules, you would still have to worry about such limitations.
AWS Fargate however, sits between EC2 and AWS Lambda on the spectrum and provides
respite from Lambda limitations. So is Fargate the way to go. Well, it depends on how much
ease of operation you want to achieve. For example, with Fargate you no longer have to
worry about patching similar to EC2, but you still have to update your underlying
containers. Additionally, even though with Fargate you can escape from EC2 orchestration,
you still have to register your containers on the ECS service as Fargate is managed via ECS,
which does add more operational complexity.

Figure 3: AWS Compute Spectrum
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COST ANALYSIS

Firstly comparing the cost of AWS Lambda, an EC2 instance, and AWS Fargate is not a
straightforward task as the cost incurred depends on different factors. For example, owing
to the serverless nature of AWS Lambda and Fargate, the services follow a pay-as-you-go
model. AWS Lambda charges you per invocation and duration of each invocation whereas
AWS Fargate charges you for the vCPU and memory resources of your containerized
applications use per second.
Conversely, billing for EC2 instances depends on which of the four types of pricing models
you opt for. This includes On-Demand, Reserved Instances, Spot Instances, and Dedicated
Hosts. You can find the respective prices of each pricing model by going over to the EC2
pricing page.
Hence, it can be seen that comparing the different services head-on is not a simple task,
but we shall still do it. Otherwise, what is the point of this whitepaper?
In comparing the prices let us first level the playing field by ignoring the free tier plan
offers and consider on-demand EC2 instances to get costs incurred per hour. Furthermore,
we shall choose an adequately powerful m4.large instance that includes 2 vCPUs and
memory of 8GiB, all costing $0.10/hour in US West Oregon. Comparatively, an AWS Fargate
instance in the, in the same region, would cost $0.11652/hour for the same configurations,
slightly more expensive than the EC2 instance.
The AWS Fargate cost is calculated as:
Total vCPU Cost + Total Memory Cost
Where

Total vCPU Cost = #vCPUs*price*duration
duration in seconds, price per second

Total Memory Cost = Memory in GB*price*duration
duration in seconds, price per second
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The graph below shows a comparison between EC2 and Fargate across instance types in
order to provide a better understanding of how costs between the two services differ. Keep
in mind though that you would only be charged using Fargate if your task is running as
compared to the fixed cost incurred by EC2.

Figure 4: Cost comparison of AWS Fargate and Amazon EC2
Now considering AWS Lambda, we have to think in terms of invocations. That means how
many invocations would it take, as per the current price rate of invocation and duration
during the time of writing this article, to break even with the cost of an EC2 instance. Since
we choose an m4.large EC2 instance to do the comparison with, the graph below shows
how many invocations per hour we would need to break even depending on different
memory allocations.

Figure 5: Cost Comparison of AWS Lambda and Amazon EC2
As can be seen by the chart, if the duration of each invocation is presumed to be half a
minute then you can achieve around 16000 invocations per hour to break even with the
cost of an m4.large EC2 instance. However, if you allocate the maximum memory of
3008MB then you can only achieve 660 invocations per hour.
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Hence it can be seen that deciding on the AWS service depends on how much you want to
sacrifice on operational ease, and if choosing AWS Lambda, how many invocations you
expect to perform.

Conclusion
Containers and serverless are often considered to be competing technologies. Upon closer
inspection, it becomes clear that they are just different technologies—ones that can actually
compensate for each others’ drawbacks when used inside the same project. It is important to
remember that “older” does not mean “dead,” and “newer” does not mean
“better.” The effectiveness of a solution depends on the particular use case, project
requirements, team experience, and team preferences.
Moreover, if you read this entire whitepaper hoping for a definitive answer on which service
is the best, it is our apologies as you shall be very disappointed. Each service has its pros
and cons. Fargate and AWS Lambda greatly reduce the overbearing complexity of
orchestrating EC2 containers, but they can potentially add a little bit of cost. Lambda
functions could be considered a more viable option but they have their limitations. Hence
at the end of the day choosing the right service completely depends on your specific use case.
It can be said, however, that if you do not expect a lot of invocations only sparse calls to
your applications, then you should opt for the serverless AWS Lambda to get away from the
unnecessary complexity of Fargate and EC2 under the ECS platform. If you expect a
resource-intensive application but lightweight in terms of usage, do consider Fargate. If
none of the above, then EC2 is always there to save the day. But no matter what you do,
stay away from on-premise servers. Don't make decisions in the dark, one size does NOT fit
all.
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About Thundra
Thundra is a SaaS developer platform company that empowers application teams to
develop, debug and deliver modern microservices on cloud. By offering everything from
automated instrumentation to cloud debugging in a single platform, Thundra eliminates
the need for multiple tools for pre-production environments. Developers who embrace
DevOps and are motivated to solve issues in cloud applications use Thundra to eliminate
problems in production. Thereby minimizing the need for on-call response, increase
productivity, and deliver robust and resilient applications.

Want to see Thundra in action?
demo.thundra.io

Any questions or inquiries?
Contact us at support@thundra.io
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