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Observability in the Serverless Ecosystem
Introduction
Serverless architectures are becoming increasingly common. Lambda functions
can now be found behaving as a small cron job in a system/component or as a
full backend application. However, as the popularity of serverless-based
applications has grown, so have concerns regarding their observability.
Managers and engineers are asking themselves such questions as: How can one
instrument applications running on hardware or OS that only the provider has
control over? How can requests be traced in an end-to-end fashion?
Implementing observability is challenging, and even more so with serverless
ecosystems.
This whitepaper will provide an overview of observability practices and how to
implement them using Thundra’s products on the AWS ecosystem.
Serverless Overview
Serverless is the execution model in which cloud providers own the underlying
infrastructure and its provisioning so that developers can focus solely on
business logic code. There are two main approaches in the serverless world. The
ﬁrst is a set of managed services, such as AWS ECS/Fargate or AWS EKS. The
second is the “function as a service” (FaaS) offering, like AWS Lambda. With the
latter, the service is deﬁned by a set of functions that are not running by default
but will be as soon as a trigger is hit (e.g., an HTTP call or a message published). In
FaaS, a piece of code (a function) is deﬁned and is then executed as an event’s
reaction. Furthermore, one is only charged for the execution time of the function
as well as the resources/services used.
Open Source Tools for Serverless
There are numerous options and tools available for the development and
deployment of an AWS Lambda-based application. Thanks to native tools and
open source packages, serverless applications can easily be deployed from a local
machine to an AWS container without having to orchestrate the entire process
on one’s own. Initially, one would start by deploying functions manually, using
the provider’s web UI or CLI tools. As the application grows, however, this will
require more sophisticated tools.
4

For medium to large serverless solutions, tools such as Serverless Framework,
Architect, Claudia, Chalice, Sparta, and Zappa can deﬁnitely assist with the
day-to-day serverless work.

Observability 101

All possible permutations of full and partial failure

Observability is deﬁned as
MONITORING
TESTING
the state of the system in
Best eﬀort
Predictable
Best eﬀort
which DevOps can dig deeper
simulation of
failures
veriﬁcation of
ailure modes
correctness
into it when faced with issues
in production. The purpose of
OBSERVABILITY
observability is to provide
highly granular insights into
system behavior along with rich context. It is all about system transparency and
providing valuable information about what is going on in a system at any given
time.
Observability should not be confused with monitoring. While monitoring
indicates whether a system is working properly, observability is about discovering
why it is not working. Observability is made up of three pillars: logs, metrics, and
tracing.
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Visualization
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Logs

Logs
Logs are a mark that the system leaves on regular operations. Logs require
structure, levels, format, handlers, aggregations, and more. They are helpful for
debugging when done right. It is important to note, however, that it is not about
logging everything. Rather, it is about logging what can provide value (time
efﬁciency) in case something is malperforming.
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Metrics
Metrics are the rules set in order to deﬁne when a system is behaving normally.
This might include the response time between two internal services, the
response time for a database server, the number of instances that are running a
service, time invocation for a serverless function, and more.
Tracing
Tracing is a mechanism that provides the developer with a holistic view of
application performance. It is the ability to track workﬂows end to end in a
system. Local and distributed tracing are important on serverless architecture,
because it enables one to see not only how a function is working itself but also
how it is working together with the components or other functions it interacts
with.

Serverless Observability
As discussed previously, observability has three fundamental pillars: logs, metrics,
and tracing. In order to achieve observability on FaaS, these pillars still need to be
in place. The question, however, is how to instrument functions to follow these
pillars if one cannot control the underlying server. For this reason, observability is
harder to achieve with serverless solutions—but not impossible. Meeting the
conditions for observability requires help from the provider, since it is essentially
the provider that is performing the provisioning.
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Virtual Servers

2010’s:
Cloud Computing

NOW:
Serverless

AWS Offering
AWS Lambda comes with AWS CloudWatch Logs integration. Thus, the service
will not only stream information about time invocation, exceptions, and runtime
data, but entries can also be streamed to the log service from the function’s code
using standard libraries for logging.
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For instance, using the Python runtime, data can be streamed to the logs via the
“print” function or using any logging library that writes to STDOUT or STDERR.
Logs can help to identify which part of the function is broken, which function
invocations have failed, or the payload the function is sending/receiving.
However, logs on their own are not enough. Developers and DevOps need to
know when an application is performing correctly and when it is not. This is
when AWS CloudWatch can help. AWS Lambda functions report metrics to
AWS CloudWatch. By default, statistics for total invocations, errors, durations, and
throttles—among others—are already available on the monitoring section of the
function. It is possible to deﬁne one’s own metrics as well.
Metrics complement logs well. For instance, when the ratio of error passes a
deﬁned threshold (the metric), an alarm can be sent via email (the reaction).
Then, it is possible to query the logs for that period of time to get insight into
what is happening in the system.
While AWS CloudWatch provides services for the ﬁrst two pillars (logs and
metrics), AWS X-Ray covers the last pillar: tracing. By using the X-Ray SDK of the
runtime selected, one can instrument the Lambda function to send information
about internal calls to other services. This allows one to determine what the
function was spending the most time on and and whether the downstream calls
were successful.
AWS X-Ray, along with metrics and logs, allow for tackling latency issues and
detecting connectivity problems with other services. Tracing transforms the
function from a black box to a white one. Following with the Python example,
instructions on how to instrument a Lambda function with this runtime can be
found on the AWS website.
OpenTracing Speciﬁcation
In today’s rich cloud ecosystem, with so many providers as well as serverless and
non-serverless solutions, what is the “right” way to instrument applications?
OpenTracing Speciﬁcation aims to answer this. If for any reason the provider’s
tracing solution does not cover all needs, it is possible to virtually implement
one’s own tracing mechanism by taking advantage of certain open source
packages and the speciﬁcation itself. For instance, the distributed tracing
provided by AWS-X-Ray may not be of use to everyone, as it requires code
change and is unable to propagate the traces for every service (e.g., AWS Kinesis
or S3).
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In such cases, implementing one’s own in-house solution following the
speciﬁcation or using a third-party service should be considered.
Third-Party Solutions
The reality is that current native solutions may not offer full observability by
default for serverless-based applications. Even using OpenTracing, speciﬁcation
would translate to modifying the code to instruct functions on how to feed the
tracing (how to instrument). This means it would require adding SDK imports
and calls, thus increasing time execution and overhead for the code. As FaaS
charges based on time execution, this could of course lead to increased costs.
This is where a third-party solution can help. Thundra’s unique solution for
serverless observability allows for automated instrumentation of functions. Even
if sticking to the OpenTracing speciﬁcation is preferred, Thundra still allows for
OpenTracing compliance.

Thundra Observability Solutions
Among the unique features Thundra’s observability solution offers is automated
instrumentation. This mechanism allows for full distributed tracing without
adding or changing code in the Lambda function. Besides convenience, with
zero overhead, this won’t affect an organization’s bottom line. Another advantage
is the ability to designate which Lambda functions one wants to instrument by
simply changing speciﬁc environmental variables and without having to
redeploy functions.
Thundra can also be employed in cases where manual instrumentation is
necessary, offering manual instrumentation that is compliant with the
OpenTracing speciﬁcation. This enables the creation of custom spans by using
the OpenTracing API. The tradeoff here is that because manual instrumentation
requires code changes, this would result in more overhead on Lambda execution
time.
Whether automated or manual instrumentation is preferred, Thundra’s full
distributed tracing allows for visibility of local functions as well as inspecting all
subsequent calls to other functions or services. It thus offers a full visibility of any
request at any point of the workﬂow. Thundra supports numerous programming
platforms, including NodeJs, Python, Go, Java, and .Net.
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Monitoring Features
Thundra’s web console application makes checking and setting up metrics,
creating alerts, and checking logs easy. This is where observability becomes a
reality. While the web console has many views, it offers a number of unique
features to assist with day-to-day work:
• Functions List Page: With a list of all serverless functions being
monitored, ﬁlters can be created based on time constraints using the query bar
feature. By default, it conveniently offers queries that provide an overview of
serverless app health, including a breakdown of the most costly function, those
with the poorest health, most invoked, slowest, most memory-consuming, and
the last invoked.
• Functions Details Page: This provides meaningful insight into the health
of a speciﬁc function, allowing one to check data health using invocation basics.
Graphs in the metrics tab highlight invocation counts and durations,
CPU/process/system metrics, thread counts, and other variables—though metrics
can vary on different runtimes.
• Logs Page: This simpliﬁes ﬁltering and log views from serverless
architecture by offering the ﬂexibility to search logs for all serverless stacks.
• Traces Page: Developers can track both the synchronous and
asynchronous chain of several function invocations.
• Alerts Page: Manage existing policies and be notiﬁed of violating events.
For example, one can set up an alert on the function health page in the
serverless stack and receive alerts when the number of functions with health
under 95 is greater than 5. Alerts can be set not only to the function level, but
across the serverless stack.

Achieving System Transparency
Observability allows for transparency within the system. Combined with
monitoring, it takes the guesswork out of anomaly detection.
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It provides the context and tools needed for debugging and understanding what
is happening behind the scenes of any system.
Observability proves a greater challenge when it comes to serverless architecture,
since provisioning and maintenance of the underlying server are out of one’s
control. This doesn’t mean it can’t be done. The right instrumentation can
provide detailed context and visibility for happy bug hunting. Thundra’s
automated tools cover all three observability pillars, allowing for greater ﬂexibility
and more efﬁcient code instrumentation.
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